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DEMYSTIFYING MACHINE LEARNING 
FOR BANKING

THE DIFFERENCE BETWEEN NOW AND BEFORE

People have been saying it for a while. “AI has arrived!” Well, AI turned 67 this year. It’s not new. And yet, we are 
now witnessing a special moment. AI is graduating from the laboratory to the wide market. 

Before, AI belonged to the halls of academic research and the R&D bunkers of multibillion-dollar corporations. 
Now, AI is affordable and attainable, signaling a radically transformed landscape that will change the way we live, 
work, and pay. Today’s arrival of AI adoption marks the birth of something that’s been gestating for decades. 

But what makes this moment so special? In a word: convergence. Certain distinct technological strands have been 
in development over the last 15 years, and at this moment, they are coming together in a perfect storm.

First came the era of mobile, which placed powerful computers and sensors in our pockets as we walked through 
our days. Next came big data, because the multiplication of computers and sensors meant mountain after mountain 
of information. Sometime around 2010, our world produced information surpassing one zettabyte. To picture 
the “big” in “big data,” think of it this way: If your cup of coffee could hold a gigabyte, you’d need The Great Wall 
of China to store a zettabyte. And by 2020, that number will increase 44 times over, from one zettabyte of data 
produced globally to 44 zettabytes. 

This advent of big data happened to coincide with the advent of better computing, better algorithms, and new AI-
focused organizations, allowing us to take this data and turn it into something even better: meaning. 

This brings us to machine learning. Later in this guide, we’ll look at how machine learning works and how it can 
work for you. But first, let’s take a closer look at all the ingredients that got us here.
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Affordable parallel computing

First, it is becoming exponentially less expensive to compute. In 2004, Google introduced MapReduce, a technique 
for processing massive amounts of data using many computers working in parallel. Google’s big idea was to go 
down-market, not up-market, with their hardware. While other companies were using expensive, top-of-the-line 
supercomputers, workstations, and mainframes, Google was using the cheapest computer parts they could find. When 
one piece of equipment broke, as often happened, parallel processing meant another computer could pick up right 
where the old one left off. Open-sourced version of this technology spread and drove down computing costs.

Faster processing

A decade ago, the modern Graphics Processing Unit (GPU) began to evolve. GPUs have thousands of cores, as opposed 
to Central Processing Units (CPUs), which only have a few cores. Originally, GPUs were designed to create graphics, but 
innovators began to exploit their numerous cores for processing parallel streams of data at the same time. By combining 
the strengths of GPUs and CPUs, which excel in different kinds of tasks, programmers milked the most computing 
power out of both, speeding up applications a hundred times over.

Cheaper data storage

While computer processing was going up, the cost of storing data was going down — way down. In 2008, the major 
players in tech created file systems that didn’t require SQL queries, which can take a long time to execute. These 
new systems were named NoSQL, or “not only SQL,” and they replaced older relational databases to store things 
that weren’t practical to store before: massive social networking text files, satellite images, and other kinds of 
massive data files. 

Increased compute per dollar, 1900 - 2025

1

Footnote: 
1    http://aiimpacts.org/trends-in-the-cost-of-computing/
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Changes in the cost of storage, 1990 - 2015

2

Big data in a connected world

In the thousands of years between the dawn of humanity and the year 2003, humans created five exabytes of data. 
Now we create that much data every day. And our “data footprint” only continues to double every year. Even more 
important than the sheer volume of data is its interconnectedness. These billions and billions of interlinked data 
points are providing a more unified view of reality.

Better, more accessible algorithms

In the 2000s, new and better machine learning algorithms and techniques would turbocharge the predictive power 
of machine learning models. With esoteric names like Random Forests and Deep Learning, these new algorithms 
made machine learning models better at doing their job, while producing valuable insights that we could have never 
found on our own. 

Footnote: 
2    http://www.mkomo.com/cost-per-gigabyte-update
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It’s no wonder that by late 2016, machine learning had reached the top of the “hype cycle,” a measure of the 
diffusion of new technologies into mainstream business.3 In other words, machine learning is moving from a 
specialty to a utility. Leveraging its power is like turning the lights on.

Because machine learning can solve problems that were previously unsolvable, organizations that have machine 
learning platforms vastly outperform organizations that don’t. And that makes this an arms race. 

To help you navigate this “adapt or die” inflection point, this guide will explain how machine learning works and 
illustrate how it can be deployed inside financial institutions to thwart threats and save millions.

THE CXO’S TAKEAWAY

In essence, it became possible to say that machine learning has developed “economies of scale” to the 
stage where systems can actually “learn” and “predict.” Machine learning is becoming affordable not just for 
companies like Google but also for enterprises looking to transform their vast amounts of dormant or siloed 
data into insights and predictions.

Footnote: 
3     http://www.gartner.com/newsroom/id/3412017
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MACHINE LEARNING IS THE KEY AI TECHNOLOGY

Machine learning refers to the ability of a computer system to automatically learn, predict, act, and explain using data. 
The technology is a subset of a broader field of artificial intelligence, which contains other related capabilities, such as: 
 
 
 

DEDUCTION AND REASONING SYSTEMS

This subfield includes systems that can solve problems by applying rules and deducing  
further information, given their current awareness of their environment.

ROBOTICS AND MOTION 

This subfield relates to control systems that let machines manage physical tasks like 
movement, sometimes in a human-like manner.  

KNOWLEDGE REPRESENTATION 

This field relates to the ability to represent abstract concepts about the world  
and the relationships between them. By building an ontology of concepts, the system  
can structure data into different classes more effectively.

IMAGE AND VOICE RECOGNITION

These systems can identify and communicate with humans in an effective manner, providing 
the facility for automated assistance (tying in with expert systems) or identity verification.

SEVERAL OTHER SMALLER FIELDS 

These fields include planning and creativity, artificial general intelligence, and expert systems.
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Of all the technologies in the AI family, machine learning is particularly versatile. Many contemporary business 
problems involve some kind of prediction based on a pool of complex data, often including multiple dependent 
variables.4 Machine learning is already delivering real value in a huge variety of business environments: it detects 
subtle changes in customer sentiment, alerts security teams to potential fraud patterns, and reduces healthcare 
costs by detecting tumors almost as accurately as a trained oncologist.5 Machine learning can even re-engineer 
business processes themselves.6

The sector is poised for explosive growth. Artificial intelligence is projected to create $36.8 billion in revenues 
across “almost every conceivable industry sector” by 2025.7 Machine learning is predicted to represent a 
particularly strong sector, reaching revenues of $6.5 billion by 2019, up from only $2 billion in 2012.8

There are also many predicted overall economic benefits in the U.S. and other countries. According to Forrester, 
machine learning is already beginning to “replace manual data wrangling and data governance dirty work,”9 
leading to embedded data analytics software providing U.S. companies with savings of over $60 billion by 2020.10 
AI in general is expected to add up to an additional 4.6 percent to the U.S. gross value added (GVA) by 2035, 
representing an additional $8.3 trillion in economic activity.11

Total GVA:
US $32,140 B

23,835 23,835

4,036

3,372
897 

AI steady state

Baseline
+US$ 8,305B

A

12

Why AI Is the Future of Growth

Footnote: 
4    https://hbr.org/2015/07/what-every-manager-should-know-about-machine learning
5    http://www.forbes.com/sites/bernardmarr/2016/09/30/what-are-the-top-10-use-cases-for-machine learning-and-ai/#15ad274e10cf
6    https://hbr.org/2016/02/companies-are-reimagining-business-processes-with-algorithms
7    https://www.tractica.com/research/artificial-intelligence-market-forecasts/
8    http://www.teletech.com/resources/articles/machine learning-next-generation-insight
9    Quoted by Forbes: http://www.forbes.com/sites/gilpress/2015/12/15/6-predictions-for-big-data-analytics-and-cognitive-comput-

ing-in-2016/#40c86883409e
10   http://www.forbes.com/sites/gilpress/2015/12/15/6-predictions-for-big-data-analytics-and-cognitive-comput-

ing-in-2016/#40c86883409e
11   https://www.accenture.com/us-en/_acnmedia/PDF-33/Accenture-Why-AI-is-the-Future-of-Growth.pdf
12   https://www.accenture.com/us-en/_acnmedia/PDF-33/Accenture-Why-AI-is-the-Future-of-Growth.pdf
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In the banking sector, machine learning is already recognized as a more efficient method of implementing 
regulatory requirements, such as fraud detection, when compared to manual human monitoring.13 Payday lenders 
such as LendUp and Avant provide automated lending decisions using machine learning techniques,14 and startups 
like Feedzai provide sophisticated automatic fraud-detection services.15

In the wider financial sector, machine learning is being deployed by a leading Japanese insurance firm to supplant 
human analysis of claims,16 and algorithmic stock trading and portfolio management are becoming the norm.17 

THE CXO’S TAKEAWAY

Machine learning is the key artificial-intelligence technology to address many contemporary business 
problems that relate to insights from large-scale data. The marketplace recognizes its ability to transform how 
organizations make decisions, predictions, and reach insights.

HOW MACHINE LEARNING WORKS

Traditional computing relies on software developers creating a series of rules or a ‘program’ that let computers 
process raw input data into useful output. This approach suffices for solving problems that are well-defined and 
procedural, such as calculating interest on a loan, or displaying a web page. 

Machine learning, by contrast, excels at solving problems where the “problem space” cannot be expressed easily 
as rules. For example, given enough data, machine learning can succeed with high accuracy at complex cognition 
tasks like recognizing a picture of a face, identifying potential fraud amongst transactions, or making a personalized 
recommendation.

Footnote: 
13     http://www.bankingtech.com/474852/clever-banking-with-artificial-intelligence/
14    https://letstalkpayments.com/applications-of-machine learning-in-fintech/
15    http://www.pymnts.com/news/security-and-risk/2016/rise-of-the-machines-in-fighting-fraud/
16    http://mainichi.jp/english/articles/20161230/p2a/00m/0na/005000c
17    http://techemergence.com/machine learning-in-finance-applications/

PROGRAMMER PROGRAM
i.e. Rules

INPUT

COMPUTER OUTPUT
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Imagine creating a rule that can identify the digit 7. You’d think it’d be easy to identify a 7. Two strokes, one across, 
one going down at a slope. But as you can see, there are many ways to write a 7, with different thickness, extra 
strokes, and lines that don’t connect. And these are just computer fonts! If you consider 7s written by people, as the 
post office does when it parses written addresses, the variations are even more drastic. And then there are 7s in 
photographs, which Google Maps uses. With these 7s, you also must consider the angle of light, the digit in context 
with other symbols, and the contrast against hard-to-read backgrounds.

Can a Rule Describe a 7?

For a person, even a young child, it’s no trouble to identify these 7s. But it’s hard to come up with rules that can do 
it. One challenge is to create a rule that differentiates 7 with these shapes, like a coffee mug handle, or the shape of 
pigment on a cow’s head. 

Machine learning can succeed where rules fail, because it’s programs aren’t written line line-by-line by a human, but 
are updated continuously by a machine. And this machine is applying historical data to a machine learning algorithm 
in order to improve over time. The algorithm creates a ‘model’ (equivalent to a ‘program’) that can take in future 
input data and convert it into useful output.

The application of massive computing power and innovation in such algorithms (random forests, deep learning, 
gradient boosting, etc.) has enabled powerful new technologies such as Amazon’s Alexa and Google’s self-driving 
car. These technologies would not be possible under the old paradigm of humans writing rule-based programs for 
such systems.

THE TWO PHASES OF MACHINE LEARNING 

The machine learning process consists of two main phases: training the system, and scoring real data. These main 
phases represent parts of an iterative methodology of applying machine learning techniques called the ‘data 
science loop’. Operators can repeat the data science loop as often as necessary, in order to incrementally improve 
the accuracy of their system.

How Regular Programming works
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Phase 1: Training

In the training phase, a data scientist supplies some input data and describes the expected output using historical 
information. The computer, leveraging the machine learning algorithm, uses this information to build a model, 
which represents the patterns that it detected in the training input data. For example, training data could include a 
large set of credit card transactions, some fraudulent, some non-fraudulent.

The source data could include many relevant data points that lend accuracy to a model. In the context of a payment 
transaction, these could be transaction time, location, merchant, amount, whether the cardholder was present, and 
the type of terminal used to accept the transaction. These measurable attributes in the data are known as features. 
They can include attributes that are found in the data in its native form, as well as computed features such as 
averages or totals. 

The process of selecting the most appropriate features for the model is where the machine plugs back into the 
human. The process is called “feature engineering,” and it is one of the most important parts of developing an 
effective and accurate model.

Machine learning can be used to create models that are capable of expressing much more sophisticated outputs 
than a set of human-programmed rules could ever devise. Machine learning can also be trained to avoid biases that 
a human can’t quite shed. If you have a suitable software platform, machine learning models can also be re-trained, 
updated, and deployed to a production environment in a matter of minutes. 

The machine learning TRAINING PROCESS

TRAINING:
 Input

TRAINING:
Expected Output

COMPUTER
Learning Time

PROGRAM
(i.e. ML Model)
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Phase 2: Scoring

In the scoring (or real-world) phase, the machine learning system uses the model that it developed to “score” 
real-world input data against the rules that the model contains. In this way, it can process large volumes of data 
extremely quickly — indeed, often in real time.

When a machine learning system processes data, it produces a probability that the input data matches a known 
pattern from the training data. It thus produces a prediction or correlation rather than a statement of causality.18 
These patterns that machine learning systems can see are often so granular that no human could ever catch them. 

THE CXO’S TAKEAWAY

Consider a machine learning system being configured in a financial institution’s credit card-processing 
infrastructure. Transaction data is passed into the machine learning system as soon as it is received from 
the terminal. The machine learning system then analyzes the transaction against the model that it has been 
trained on. Since the system can use a vast trove of historical data to build a picture of “usual” legitimate 
activity, it can build a nuanced assessment of whether the activity in question fits past behavior.

The machine learning SCORING PROCESS

ML MODEL

INPUT

SCORING TIME PREDICTED OUTPUT

Footnote: 
18    https://hbr.org/2015/07/what-every-manager-should-know-about-machine learning
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PUTTING IT ALL TOGETHER: THE DATA SCIENCE LOOP

The good news is that humans aren’t obsolete just yet. A machine learning system will degrade over time unless 
a data scientist continues to modify and improve it. The data science loop describes this iterative approach for 
developing and improving a machine learning system.

The data science loop is so powerful because it combines the analytical prowess of sophisticated algorithms with 
human insight and judgment. Data scientists can evaluate the performance of algorithms in real time, making 
adjustments that develop the most accurate model possible. The data science loop includes the following phases: 

1. The ‘Clean and Load’ phase the data scientist selects a set of data sources to use as training or scoring data. 
This person also configures that data in a way that makes it as useful as possible for the system to learn.

2. In the ‘Analyze and Sample’ phase, the scientist analyzes the data set to determine whether it contains useful 
information that can inform a machine learning model. They also sample the data to ensure that it has enough 
instances of the target attribute — for example, fraudulent transactions or successful advertisement clicks. 
The sampling process also reduces the volume of data that the system must process in order to build a model, 
which enhances performance.

The Data Science Loop
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3. The ‘Feature Engineering’ phase kicks off the modeling process. This phase is where art meets science. 
Human judgment and insight about the data leads to choosing which attributes are most relevant. In this 
phase, the data scientist selects measurable attributes from the underlying data that will be included in 
the machine learning model. This is generally the most important and time-consuming part of developing a 
machine learning model.  

4. The final phases of the data science loop involve building, testing, and evaluating the accuracy of the 
prototype model. In these phases, it becomes possible to determine what percentage of accuracy the model 
has achieved, as well as the rate of “false positive” predictions. 

A data scientist can repeat the loop at any time to improve their models. This is especially useful when the 
underlying data or business requirements change.

THE CXO’S TAKEAWAY

Systematic investments in open machine learning platforms allow for the automation of repetitive steps in the 
data science loop. This lets your data scientists do what they do best: understand the data, create models, and 
generate insights or predictions that drive your business. 
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APPLICATION OF ML TOWARDS RISK MANAGEMENT IN FIS

Financial institutions must reduce their systemic exposure to fraud and cyber-attacks, and to do this, they must 
predict the incidence of these events. Although fraudsters have always been a presence in the financial sector, new 
technologies and regulatory changes have increased the breadth of types of attacks and the consequent costs of 
mitigating them year on year.19 To understand the unique benefits of machine learning to detect and reduce fraud, 
we must examine the unique challenges that fraud detection presents to financial institutions.

Moving from Reactive to Proactive Fraud Detection

Fraud patterns change rapidly, and financial institutions struggle to adapt to new threats. A recent report identified 
that the priorities of risk managers had shifted significantly in a three-year period, with insider fraud giving way to 
online fraud as the respondents’ highest priority.20

As an example of this online migration, although EMV is widely perceived to have reduced in-person card fraud, 
fraudsters are migrating to online Card-Not-Present (CNP) transaction fraud.21

Traditional approaches to fraud detection rely on identifying patterns of known attacks and addressing them head-
on. The problem with this approach is that financial institutions are constantly addressing yesterday’s threat, leaving 
new attack vectors open for the next wave of attacks. While criminals can adapt their tactics every day, it can take 
three to six months for conventional fraud-detection products to catch up. By contrast, fraud-detection systems 
based on machine learning can recognize suspicious patterns in an instant, even when the context changes. 

Chasing the Long Tail

Traditional approaches to fraud detection face a further threat: despite the high financial and reputational impact 
of fraud, its numerical incidence is relatively low. The incidence rate is also spiky across time, with sporadic and 
seemingly unpredictable variations.

Further, each individual case of fraud may not share a consistent set of characteristics, and with traditional 
approaches, the result is either failed identification or over-flagging. As a result, financial institutions estimate 
that manual review processes account for almost 25 percent of the total cost of fraud prevention — even more 
significant than physical security measures.22

Footnote: 
19   https://www.lexisnexis.com/risk/downloads/assets/true-cost-of-fraud-2015-study.pdf
20   http://www.risk.net/operational-risk-and-regulation/advertisement/2467001/financial-crime-survey-2016-non-aml-compliance-and-online-    

   fraud-top-the-financial-crime-investment-charts
21   https://www.lexisnexis.com/risk/downloads/assets/true-cost-of-fraud-2015-study.pdf
22   https://www.lexisnexis.com/risk/downloads/assets/true-cost-of-fraud-2015-study.pdf
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By building models that reflect the real-world complexities of fraud more accurately, machine learning systems 
don’t just greatly improve on the detection rate, they reduce manual reviews as well. This provides a significant 
advantage when you consider the cost and scaling problems that are associated with traditional approaches.

In the three graphs below, we see that a rule applied to a mixture of fraudulent and non-fraudulent transactions will 
tend to yield false positives, misreading non-fraudulent transactions as fraudulent. At the same time, a rule will also 
miss fraudulent transactions by misreading them as non-fraudulent. Machine learning, however, can dive into big 
data sets with a scalpel, not a sledgehammer. The ML model picks out individual transactions that are fraudulent, 
and it allows legitimate transactions to continue freely.

How machine learning succeeds where rules fail

TRANSACTIONS

# OF 
TRANSACTIONS

TRANSACTIONS AMOUNTS

APPLYING A RULE
Misses some frauds while mistaking legitimate transactions as fraud

Misses frauds Legitimate transactions rejected
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APPLYING MACHINE LEARNING
Catches all frauds and shipsships legitimate transactions

FRAUDS PREVENTED LEGITIMATE TRANSACTIONS FULFILLED

Countering Sophisticated Adversaries

Any fraud-detection system must be up to the task of identifying persistent, sophisticated attacks across 
multiple channels.

Even in-person transaction fraud is becoming incredibly sophisticated. For example, the deployment of 
malware into POS systems at the Wendy’s restaurant chain enabled the capture of millions of credit and debit 
card numbers.23 A similar malware attack on POS systems at the Eddie Bauer chain was reported to have 
persisted for six months before the retailer successfully removed it from their infrastructure.24 By this time, an 
undisclosed number of credit card numbers had presumably already been exfiltrated.

These cases likely would have never happened with fraud detection based on machine learning. A machine 
learning model would have tracked and analyzed unique data points, such as the history of merchants that 
particular cards had interacted with. Then, that model could have alerted bank management to suspicious 
activity at a much earlier stage. 

Footnote: 
23   http://www.welivesecurity.com/2016/07/08/1000-wendys-restaurants-hacked-customers-credit-card-details-stolen/
24   https://krebsonsecurity.com/2016/08/malware-infected-all-eddie-bauer-stores-in-u-s-canada/
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Minimizing Disruption for Legitimate Customers

Clients of financial institutions want protection against fraud. But more than that, they want to avoid situations 
where fraud countermeasures interfere excessively with their legitimate activities. Machine learning approaches 
can identify more subtle and non-intuitive patterns in raw data than purely rules-based systems, leading to a 
reduced number of interruptions of legitimate activity.25

For example, one machine learning fraud-detection system claims a measured accuracy of 95 percent, with only a 
0.6 percent rate of false positives.26 Another company reported a 70 percent reduction in the number of genuine 
credit card transactions declined.27

THE CXO’S TAKEAWAY

Machine learning approaches can react incredibly quickly and let financial institutions counter fast-acting 
threats that traditional approaches to risk management simply cannot address. Machine learning platforms 
can also be incredibly versatile, detecting pervasive and subtle threats, such as malware or internal 
adversaries, through agility in their models. Organizations that implement machine learning systems can 
achieve higher consumer satisfaction through significantly lower rates of false positive alerts.

Footnote: 
25     http://www.thepaypers.com/case-study/can-machine learning-revolutionise-fraud-management-/765049
26     https://www.rtinsights.com/in-fraud-detection-size-matters/
27     https://www.featurespace.co.uk/newsroom/machine learning-fraud-detection-systems-could-save-card-issuers-and-banks-12bn-annually/
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WHAT YOU NEED: AN AGILE MACHINE LEARNING PLATFORM

Financial institutions looking to overhaul their fraud-prevention apparatus face a dizzying choice of products and 
solutions from vendors. This section proposes a framework for assessing the capabilities of these systems, given 
the complex concerns described above. It also presents an architecture that addresses these requirements for many 
use cases.

Machine Learning Systems, Not Just Machine Learning Approaches

The power to transform the ability of an enterprise to respond to change takes much more than a set of smart 
algorithms and models. Instead, financial institutions need a system with a diverse set of qualities that work 
together. These include the ability to see the underlying data, learn about patterns, act to make decisions or 
predictions, and remember to store insights for future use.

SEE First, the machine learning system must be able to “see” by taking in the appropriate volume and 
types of data. Since providing more data can make predictions more accurate, data sources 
become the eyes of the system. The ability to take in heterogeneous types of data from multiple 
sources is also extremely important. Examples include ATM-transaction data, customer 
databases, external identity verification or credit scores, network infrastructure traffic, and 
much more. Crucially, the system must be able to interpret each source appropriately in order to 
make sense of it as part of its models. 

LEARN Second, the system must be able to “learn” by refreshing its understanding of the world. In this 
way, its internal model becomes more accurate and adapts to changing circumstances. This is 
important because although machine learning algorithms can achieve great insights, the 
systems that implement them must not assume that their current model will always make 
accurate predictions in the face of constant change — nor should system operators expect this 
to be the case.

The ability to adapt and learn as time goes on is important in overcoming the “framing 
problem,”28 where the scope of information required to answer a particular question may 
change, necessitating the machine learning system taking extra data into account to come to a 
useful conclusion in future.

ACT IN 
REAL-TIME

Third, the system must be able and authorized to take appropriate actions, including making 
decisions, in real time. Whether the desired action is triggering a marketing offer or referring a 
suspicious transaction for manual review, speed is of the essence. Taking action in as little as 20 
milliseconds means customers enjoy their experience. Speed also means fraud gets rooted out 
before the fraud even takes place. And uniquely, machine learning allows decisions to be made 
in a neutral manner, informed by the entire history of a dataset, even when under heavy load.

Footnote: 
35     https://plato.stanford.edu/entries/frame-problem/



20

REMEMBER Finally, the system must be able to remember previous events to set new ones in context and to 
make decisions with the appropriate data to hand. Machine learning systems build up massive 
libraries of data over time, since they record multiple elements of metadata for each item of 
primary data that they observe. From this mountain of experiential data, they derive a working 
understanding of how the problem domain works, and can use this to enhance future decision 
making. This means that effective storage systems and structures should be in place to allow the 
system to collect large volumes of historical data. 

Crucially, the system must also be able to process this large volume of data with acceptable 
performance, so it can use insights from the whole dataset in making decisions or predictions.

Invest In An Agile Platform

The true power of machine learning is unleashed when it is a platform, connected to every corner of the business as 
part of a strategic investment. Machine learning is a new way of making predictions, and businesses can integrate 
this new methodology across all their activities. This means that businesses should seek a flexible and agile machine 
learning platform, rather than siloed solutions that address singular use cases.

Organizations are subject to change over time, just like the machine learning models they wish to deploy. Use cases 
increase one after the other, customer expectations change and grow, and fraudsters are busy trying to game the 
system. So instead of solutions specific to certain use cases, organizations must invest in platforms that allow for rapid 
iterations and easy expansion. An agile machine learning platform provides a multiplier effect on its investment and 
unlocks the full power of AI. 

Siloed or single-channel solutions may also suffer from issues of regulatory risk. Since some of these products do not 
allow the machine learning model itself to be exposed, regulators may take issue with the institution’s level of oversight 
and the decisions that it makes.29

Finally, it’s also important that such a platform be agnostic to its data schema. Since more data (and better data) is so 
important for making good predictions and handling different types of problems, businesses with machine learning 
platforms must be able to ingest new data sources seamlessly, without lengthy development cycles. 

Footnote: 
36     http://www.mckinsey.com/~/media/mckinsey/business%20functions/risk/our%20insights/the%20future%20of%20bank%20risk%20 

     management/the-future-of-bank-risk-management-full-report.ashx
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Key Components of an Agile ML Platform

Considering the concerns described above, an ideal machine learning platform for financial institutions must be 
versatile, fast, and empowering. This section presents an example of an architecture that meets these needs head-
on with an open architecture built on dependable open-source components.

The core of the architecture contains five main components that work together in a process that mirrors the data 
science loop:

• A Master Data Modeler: lets you marshal data into the system and helps you clean, transform, and enrich the 
data for models.

• A Segment-of-One Profile Engine: builds a detailed picture of individual data points in the system.

• A Data Science Design Studio: lets analysts or data scientists work in an agile fashion to develop and refine 
their models.

• A Real-Time Execution Engine: applies models at lightning-quick rates to real data sets.

• A User Interface Layer: lets you operationalize machine learning in the organization, allowing for distributed 
teams to act on the predictions delivered by the system and monitor the end performance of the system as well.

The following sections describe these components in further detail:

An example of machine learning architecture for fraud management
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The Master Data Modeler
Flexible, Omnichannel Data Ingestion

Since the range of possible questions that machine learning can help answer is so large, any successful system must 
let you import heterogeneous data sources in a way that does not depend on any particular data structure.

Data types can vary from device fingerprinting information, IP and network information, browsing session and 
clickstream data, transactional data, and other internal or external data sources.

The example architecture includes a Master Data Modeler, which lets users ingest, transform, and store many 
different data types. This allows organizations to incorporate new data sources within their system in weeks, a 
process that can take months when using some other competing products.

Segment-Of-One Profile Engine
Drilling Down Data

Machine learning models produce the best results when fed with data with a very high level of detail. The process 
of “profiling” lets the algorithms expose and compare “segments” of the entire data set to expose trends. By building 
more granular profiles for individual elements in the data set, the system can gain more accurate predictive abilities.
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The example architecture includes a “segment-of-one” profile engine that takes this concept to its logical 
conclusion. It can create segments for individual transactions, cards, accounts, or any other entity. This precision 
lets the system generate a much more precise prediction and/or detection output, since data in larger “cohorts” 
(groups) tends to estimate correlation using average values in the cohort.

Data Science Design Studio

A Powerful Analyst Workspace

Machine learning offers the promise to fundamentally transform how financial institutions address questions of 
risk. However, this can only happen if staff in the organization can take full advantage of the system.

The example architecture features a Data Science Design Studio component, which lets users experiment with 
different machine learning models and manually created rules to find the best fit for existing and new use cases.

The studio lets operators combine many different types of logical stages and data sources into bespoke 
“Workflows” that express the entire business processes. 

Each Workflow can contain:

Machine Learning Models created using the data science ‘feature engineering’ process 
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Rules that allow for inputting business rules based on logical expressions 

 Lists of data to use as comparators (for example, excluding a list of  
Politically Exposed Persons in the context of Fraud Detection)

Plans that let data science operators define how these models,  
rules and lists are transformed and combined when the Workflow is executed

The process of designing and improving Workflows is highly iterative and can involve multiple test runs and 
deployments to fine-tune results. Crucially, data science operators can use the same environment for the 
experimental and production deployment phases, so they can “own” the model all the way from design to real-
world use.

In current data science approaches based on kits or packages installed on local or distributed machines, there is 
a “wall” between data scientists and IT developers, who actually create the production environments that let the 
models run. In this agile platform architecture, there is no need to wait for IT support staff before deploying a 
new version. Instead, production deployment is possible with the click of a mouse. 

When an organization makes a strategic investment in this kind of “agile” platform, the investment reaps rewards 
by allowing it to invest their human resource efforts in data science and analysis, instead of IT support time.
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Real-Time Execution Engine

As discussed above, fraudsters work fast, and any detection system must process data and react just as quickly. 
Ideally, operators should not need to completely re-code their models when changes need to occur.

Speed matters in terms of transaction processing time, since frustrated customers resent delays and manual 
processing. Further, a system that is slow to react to potential abuse could mean that many fraudulent transactions 
pass all checks before the system restricts them.

The architecture presented here features a Real-Time Execution engine that can process events and transactions 
in less than 10 milliseconds, even while reducing the number of false positives, and therefore manual checks, by a 
factor of 10.

Further, since the architecture is underpinned by industry-standard open-source data storage engines with well-
understood scaling characteristics, operators can be assured that as their needs grow and as more data sources are 
ingested, they do not need to make fundamental changes to their infrastructure.
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Predictive Analytics and Dashboards

To use any big data platform effectively, operators must always be aware of key performance indicators (KPIs) and 
have an awareness of future trends in the underlying data. 

To enhance the ability of financial institutions to work proactively to defeat fraud, the example architecture 
presented here provides both predictive analytics, to alert operators to potential threats, and dashboards that 
expose KPIs and other business metrics in customizable graphical views. The system establishes baseline behavior 
for each API using historical data and forecasts likely changes based on how the system is evolving, meaning that 
operators can be one step ahead of changes in transaction data trends.

Importantly, the dashboards that the system offers are fully user configurable and display real-time data and 
insights. Operators can take control of the dashboards to ensure that they present all the latest information and 
trends in a visual format that suits them.

The architecture also eliminates the need to go through the model development or feature engineering cycles 
just to react to changes in circumstances. This saves vital time and costs when market conditions change and the 
organization needs to adapt.



CONCLUSIONS

Machine learning has the capability to let financial institutions serve their customers better, while also 
avoiding financial, regulatory, and reputational risks in a more comprehensive and proactive manner. If 
implemented correctly, machine learning can act as a persistent source of insight into customer behavior, 
letting staff find the most efficient way to protect their customers and shareholders as threats change and 
migrate between channels.

This report has examined some of the key considerations that risk managers should bear in mind when 
considering implementing a fraud detection system rooted in machine learning technology.

This powerful approach works best when the system presents an open and scalable platform, rather than 
an inflexible black-box turn-key solution. Systems that are agile can be adapted easily by in-house staff, and 
which react quickly will give a greater return on investment and stand a much greater chance of defeating 
even determined fraudster adversaries.

ABOUT FEEDZAI

Feedzai is founded on data science, using real-time, machine-based learning to help payment providers, 
banks, and retailers prevent fraud in omnichannel commerce. Feedzai was designed from the ground up as a 
big data analytics platform, tuned specifically for the fraud management domain.


